
Optimize databases for health monitoring systems 
Catalin BUJDEI 

University Transilvania of Brasov 
M. Viteazu Street, no. 5 

500174, Brasov, Romania 
+40 726348517 

catalinbujdei@yahoo.com 

Sorin-Aurel MORARU 
Transilvania University of Brasov 

Politehnicii Street, No. 1 
500024, Brasov, Romania 

+40 268474718 

smoraru@unitbv.ro

Stefan DAN 
Transilvania University of Brasov 

M. Viteazu Street, no. 5 
500174, Brasov, Romania 

+40 268418836 

dan.stefan@unitbv.ro 
 
 

ABSTRACT 
In this paper, we will study and describe the methods which could 
be used for optimizing the database and achieving the best 
performances. The optimizing possibilities was considered for the 
case of systems which user wireless sensor networks (WSN) 
inside the systems dedicated for monitoring the health status of 
the patients. Also, this kind of optimizations could be 
implemented and for other type of similar systems. The system 
was created also as an extension at Leonardo da Vinci project, 
VetTrend. 

Categories and Subject Descriptors 
H.3.0 [Information Storage and Retrieval]: Miscellaneous – 
indexing methods, information filtering, query formulation, 
search process, selection process, performance evaluation 
(efficiency and effectiveness).  

General Terms 
Management, Performance, Design, Languages, Theory. 

Keywords 
Optimize performances, index, tuning, SQL, MsSQL. 

1. INTRODUCTION 
The database represents a key component in any system which 
needs to store information. There are complex applications which 
allow the data storing and management, called Database 
Management Systems (DBMS), optimized for this purpose. The 
need to optimize the database performances come along with the 
development of a system which to permit to monitor the health 
status of patients using a network of wireless sensors. The 
developed system was created also as an extension at Leonardo da 
Vinci Project, VetTrend (Valorisation of an Experiment-based 
Training System through a Transnational Educational Network 
Development). 
During the research and testing a Microsoft SQL Server 2005 
software application was considered for being used inside a 

patient’s health status monitoring system. The Express version of 
this software, which is limited as functionalities and 
characteristics, had been used due to costs considerations. 
The database for this system will have to store information about 
the users which will have to access the system (doctors, nurses), 
using the developed software application for interact with the 
needed information, and will store also values of the parameters 
which are recorded for every patient. 
The tables which will include users’ information will not be very 
large in size. The tables which include the values of the patients’ 
vital parameters will grow in size permanently since every data 
which is recorded will be stored in database and not deleted. This 
data could be used in future researches and for this reason it must 
to be kept in database for an unlimited period of time.  

2. SOME GENERAL ASPECTS 
Some tests have been executed for determine some characteristics 
of the databases which contains a huge amount of data in its 
tables. 
After tests execution we have observed that creating a database 
which to contain a single table with 20 millions of records 
suppose the creation of a physical file which occupy 
approximately 1 Gb disk space. The table structure, used for all 
the tests, has the following structure: 

• id (bigint, autoincrement, NOT NULL) 
• data_ora (datetime, NOT NULL) 
• value1 (real, NOT NULL) 
• value2 (real, NOT NULL) 
• value3 (real, NOT NULL) 

The data which have been added to the table have been generated 
randomly using a software application developed for this purpose. 
For the patients’ monitoring system we could do an estimation of 
the total number of records which will have to be stored into the 
database (in case of monitoring 3 patient’s vital parameters). The 
interval of time, between 2 measurements of the parameters, 
depends on the parameter’s type. By example, the temperature 
could be measured at a longer time period (minutes), but the 
cardiac activity should be monitored approximately continuously 
(milliseconds); only a digital signal could be saved, which 
presents a sample interval. If we considered that a measurement 
of all three parameters is done at every seconds we will obtain the 
following results: 

• 1 minute = 60 records; 
• 1 hour = 3600 records; 
• 1day = 86400 records; 
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• 1 week = 604800 records; 
• 1 month ≈ 2592000 records; 
• 1 year ≈ 31536000 records. 

From the results, it is easy to observe that the number of records, 
which have to be stored into a single table of the database, is 
huge. In the case of a large number of parameters which to be 
measured, a shorter measurements interval and more patients to 
be monitored the number of the records (measurements) will 
increase considerable.  
Into a patient health status monitoring system and other similar 
systems there are some essential processing operations which are 
executed frequently: 

• insert new information into the database: for every new 
measurements; 

• select a range of records, usually for a specific interval 
of time; the records are used for displaying, on the 
client application’s interface, a graphic with the 
evolution in time of the parameters; 

• select the last added records, determined function of the 
a datetime column; this could be used to display the 
instant values of the parameters. 

3. OPTIMIZE DATABASE 
To optimize database means to increase the performances of that 
database. 
To obtain a system with very good performances supposes to 
have best performances for every component of that system. One 
of the most important components of the system is represented by 
the database. The type of the database, the methods and 
parameters used to create the database and the way how the 
database is used could increase or decrease the performances of 
the entire system. The database have a important scope into the 
system, it is dedicated for storing all the information recorded by 
the wireless sensors network. The lock of the database or losing 
the stored information could lead at an abnormal system 
functioning. 
Since the number of data recorded will reach a very large value, 
and it will be necessary to store the data for an unlimited period 
of time will be also necessary to have a lot of free disk space on 
the disk where the DBMS is installed and the files corresponding 
to the database resides. 
For the testing phase, the database will be installed on the same 
computer with the other application of the system. For obtaining 
better performances will be necessary that the database to be 
installed on a dedicated computer (database server). In this way 
all the computing power, the memory free space and disk free 
space will be dedicated only for the database (writing/reading 
operations and processing tasks). 
Because the number of records will reach millions, as we have 
observed from the tests, we had to consider the optimization of 
the database also for the insert and select operations (the most 
frequent operations). The optimization of the database is essential 
for such big number of records for allow the system to function in 
normal conditions. It is not desired that when a user want to view 
a graphic with the recorded information for a specific period of 
time he have to wait a while, about minutes,  since the 
information is retrieved from the database, processed and then 
sent to the user’s application interface for view. Also, since the 

record of the information is done continuously is necessary that 
the insert operation of the information into the database to be 
done in the shortest time possible. In this way there will not be 
system locks, by creating unlimited waiting queue of information 
which to be inserted. Also, there should not be lost of 
information, by ignoring the information for which system have 
not enough time to insert into the database. The speed of 
processing the records from the database is essential. This speed 
is generally important but is more important when the database 
contains a lot of information, because in this case the speed could 
decrease rapidly. For this reason we have study the existing 
possibilities to increase the processing of data speed and into the 
system will be implemented the best solution discovered. The 
optimal solution is determined from the database structure, the 
type of information recorded into the tables and how this 
information is processed and stored. 
There will be described and study, in the next chapters, the most 
part of the methods/operations which could lead at a database’s 
performances improvement: 

• normalization; 
• using indexes; recreate and defragmentate indexes; 
• statistics update; 
• manage concurrency; 
• table and index partitioning; 
• SQL tuning; 
• disk defragmentation. 

There are and others ways to do the improvements but this are the 
most important. 

4. NORMALIZATION 
The normalization represents the logical project of a database. 
The main goal of a logical project is to create correct relational 
diagrams. For this it should be: 

• avoided the redundancies, avoided the insert anomalies; 
• ensured the representation of the relations between 

attributes; 
• facilitated the verification of the updates, which should 

not force the integrity of the database. 
The normalization should decrease the work load and reduce the 
possibility of errors’ appearance in the database’s tables [1]. 
It also means to determine the best place in which some data 
should be kept, inside the tables, and establish the relations 
between them. The word norm means to respect a standard, and 
includes a set of imposed conditions known with the name of 
normal forms. The de-normalization is the reverse process, and 
could lead to increasing the database performances (but it is not 
always useful). 
With other words, the normalization suppose to split a table in 
many tables for eliminate the redundancies of data which 
generates update anomalies. During the normalization process the 
structure of the tables is tested with the normal forms which 
include decomposition rules. 
In our system a complete de-normalization of the tables is not 
required, taking in consideration the format of the queries which 
will be executed on the database. The tables are in the normal 
form 3 (FN3), which is considered optimal in such cases. The 
structure of the database is not complex and there are a few 
relations between tables. 



5. USING INDEXES 
There are a few things which could have more advantages in 
increasing a database performances that the creation and usage of 
efficient indexes. The most common operation which are done 
with a database are the input-output operations: there are 
information which are inserted into the database and information 
which are retrieved from the database for being used (processed). 
The storage of the data in the cache memory is also useful. Also, 
the computing power of the processor and the quick disks which 
exist nowadays could lead at increasing the performance. Even so, 
nothing affects the performance of a query like the index does. 
Without an index, the SQL Server have to scan the entire table for 
discover the needed data. The indexes could accelerate 
considerable the data search process, and also the join of table 
process [1]. 
An index could include a single column of a table or many, 
depending on the table structure and the type of queries which are 
executed frequently for that table. If the index includes many 
columns the order of columns in the index is important, because 
on them depends the structure of the index. At a table many 
indexes could be created, depending on the necessities. At a query 
execution the DBMS could determine the index or a combination 
of multiple indexes which to be used for increase the 
performances (minimize the time necessary for execution the 
query). 
Some aspects should be considered when creating an index: 

• the column which have a short range of values should 
be inserted first in the index; 

• for a table should have maximum 4-5 indexes; if the 
table is read-only when could have and more indexes. 
Since the indexes of a table should be maintained and 
updated as long the data is updated, every new index 
created required a specific cost (the time required for its 
maintenance) [1]. 

• is preferable to use in an index columns with integer 
values than string values. For the integer values the 
search is done more rapidly. 

• the indexes have minimum size (few number of 
columns). The time of response is inverse proportional 
with the size of the index. 

• For the tables which contains a small number of records 
the use of an index represent a disadvantage. The time 
required for running a query by scanning the entire table 
is less than the one which use the index. 

• the indexes slows down the insert, update and delete 
operations. Not only the information from the table 
should be modified but also the index objects. So, it is 
preferable to add a index for the data which are not 
updated excessively but for the ones which are selected 
for processing frequently. 

• It is recommended to use a clustered index than a non-
clustered1 if the results are sorted using GROUP BY or 
ORDER BY syntax. These types of indexes will be 
presented in the next pages. 

                                                                 
1 These types of indexes are specific for the Microsoft SQL 

Server. 

• If the applications executes frequently the same query 
on a table is recommended to use a non-clustered cover 
index. A cover index includes all the columns required 
in the query. In this way the index will contain all the 
needed information and the SQL Server will not search 
the information in the table. 

For the patients monitoring system, knowing that the database 
will include and tables with a huge number of records (millions of 
records) the use of indexes is absolutely necessary for these tables 
to increase the performances (decrease the time required for 
search the data). For the tables which includes few records the 
indexes will not be used. 
The data from these tables are updated frequently and also 
processing of them are required frequently. The recorded data will 
be inserted and a range a records would be retrieved from the 
databases and processed for display the graphics from the user’s 
interface. For having good performances at processing the data 
the index objects have been used. The insert, modify and delete 
operations could alter the index (fragmentation). A fragmented 
index decreases the performances, fact observed and from the 
executed tests, which will be presented into the following lines. 
For this reason a re-index of the data should be done. This could 
be done be deleting the existing the existing index and create him 
again, or by index defragmentation. The index defragmentation 
doesn’t improve the index like the recreation of the index does, 
but has its own advantages. 
The fragmentation level of an index could be controlled using the 
fillfactor or by using usual defragmentation operations. A big 
value fillfactor could ensure complete pages in the index, and for 
execute a query less IO operations will be required (is a 
frequently used solution for data deposits). The settings of the 
factor, affects, by default, only the leaf pages from the indexes. It 
could be set for affect and the intermediary pages. The setting of 
the fillfactor is not saved. The modified value for the fillfactor is 
used only at the first creation of the index [3]. 

In MsSQL the stored procedure sp_Msforeachtable could be 
used for recreate all the indexes from a database. The execution of 
this procedure should be sheduled for being executed when the 
system is used at minimum (the production is low). 
There are and others posibilities to re-create the index of a table: 
the commands DBREINDEX and INDEXDEFRAG. 
DBREINDEX allows, depending on its parameters values, to 
recreate a index for a table or for the entire database. The 
disavantage of this method is that it locks the acces to the tabels, 
if the idex is clustered type [2], which is in our system case. This 
situation is not prefered into the systems which should be 
functional real-time. The comand could be used and for modify 
the fillfactor without recreate the index. 
INDEXDEFRAG defragmentate the index without recreate him. 
This function lock partially the access at the table (shared lock); 
so it is recommended to be used inside the production 
environments.  
The syntax for using this command is: 

DBCC INDEXDEFRAG(db_name, table_name, index_name) 
INDEXDEFRAG is an online operation; this means that the index 
could be used during the command’s execution. Inside the index, 
the command does the reorganization at leaf level, using a bubble 



sort of the pages. For doing a complete defragmentation of a 
index, at all its level, it should be recreated. 
For determine the fragmentation level of a index the command 
DBCC SHOWCONTIG could be used. After executing this 
command the most important parameters which will be displayed 
are: Logical Scan Fragmentation and Avg Page Density. 
In MsSQL Server 2005 this command have been replaced by 
sys.dm_db_index_physical_stats. This function lock partially the 
acces at the tables (Intent-Shared). Afer execution this function a 
set of parameters will be displayed. Into the column 
avg_fragmentation_in_percent is specified the level of index 
fragmentation (in percent). In the column 
avg_page_space_used_in_percent is specified the average 
percent of index’s pages filling. Could be done analyzes using this 
information for establish the level of fragmentation before and 
after insert data in tables (by example, before and after doing a 
index deframentation, for observing which improvements have 
been done). 
In the MsSQL 2005 DBMS, used for storing the information from 
the patient’s montiroting system, there are the following index 
types: 

• clustered: it is a special type of index which resort 
physical disk positions of the data from the table. So, a 
table could have a single index of this type. The leaf 
node contains the data pages. Into the figure 1 is 
presented the structure for this type of index. The best 
candidate columns are: primary keys, foreign keys and 
Datetime fields (if the records are retrieved for a 
specific period of time; a common case in our system). 
Since the MsSql Server 7, all clustered index have 
unique keys. Even the index is created without specify 
the UNIQUE property, the SQL Server force the index 
to be unique, by adding to the key values, if it is 
necessary, a 4 octets value called uniqueifier for make a 
distinction between the identical key values [1]. 

• nonclustered: is a special type of index in which the 
logical order of the records from the index doesn’t 
correspond with the physical order of the stored data on 
disk. The leaf nodes don’t contain page of data but the 
position of the records. This type of index is useful for 
unique selection – queries which return a single record. 

• primary XML: a index of this type associated to a XML 
column is a clustered index attached to an internal table 
which could not be accessed directly by the user 
through the SQL queries. 

 
Figure 1. Clustered index structure (image source: MSDN) 

The clustered and nonclustered indexes have some similarities. 
Both include pages stored into a B-tree. In both cases the nodes 
contains pointers to the pages from the next level and the leaf 
nodes contains key values. The B-tree use a binary searching 
algorithm for finding the desired data. The B-tree is always 
echilibrated for ensure that the data is found by crossing a 
minimum number of pages. So, the cost of finding a data is 
aproximatively the same for every record of data [1]. 
For the patients’ monitoring system, where it is neccesary, it will 
be used clustered indexes, which are considered the most useful 
for this case. It will be neccesary to do a periodic defragmentation 
or recreation of the indexes. The upadate of the index should not 
lock the acces to the system information during this process 
execution. 

6. STATISTICS UPDATE 
After the defragmentation and re-index operation is necessary to 
do the update of the statistics [1, 2]. The statistics are metadata, 
which are stored by the SQL Server, which contains information 
about the index’s keys and optionally about the values of columns 
which have not been included in any index. 
Generally the SQL Server use the statistics for determines if the 
use of a index could accelerate the execution of a query or not. 
Together with the indexes, the statistics represents the most 
important data sources which help the optimizer of the database to 
develop optimal execution plans [1]. The DBMS use the statistics 
when generate execution plans required for accessing the 
information from the database. So, if the statistics are altered, the 
DMBS will try to find the data on a wrong path and this will lead 
to bigger periods of time necessary for data processing.  
Every database is caracterized by 2 options about statistics: the 
automate creation of statistics and the automate update of the 
statistics. Normally, both should be activated for a database. The 
statistics are automated updated when some events are generated 
into the database (by example, if the number of records increases 
with 10%). If the number of record from a table keeps constant 
but there are a lot of updates on the table (add and delete) no 
event will be generated and the statistics will become altered 
since they are not updated. Also, if a table contains a huge 
number of records (like in our monitoring system) the increase 
with 10% of this number could take a much longer time that the 
case of a table with a few records. In these cases is necessary to 
be done a manual update of the statistics. So, for the table from 
the monitoring system’s database, which contains a huge number 
of records, is absolutely necessary to do the manual update of the 
statistics for improving the performances of SQL queries 
execution. 
There are 2 possibilities to update manually the statistics: using a 
stored procedure sp_updatestats or using the command UPDATE 
STATISTICS [5]. The first version is easy to use but the second 
one is more flexible and performant. By default, the statistics are 
compiled for a group o records from the table. This group could 
represent a percent of all records of the table or could include all 
the records from the table. 
To view the actual status of statistics the command DBCC 
SHOW_STATISTICS could be used. This command is very 
useful when are done performance tests. 



7. TESTS WHICH HAVE BEEN DONE FOR 
EVALUATE THE PERFORMANCES 
For proving the utility of the indexes have been performed some 
tests on a database [6] using the DBMS MSSQL 2005 Express 
Edition. The system on which the test have been executed 
presents the following characteristics: Intel Celeron M 1.60GHz 
processor, 504Mb free RAM space and 6Gb free space on the disk 
(on the partition where the DBMS is installed and the files 
corresponding to database are). 
In the Enterprise version of this application it is a software 
application which permits the queries analyze and suggest indexes 
which to be created (Database Tuning Advisor). Such an 
application could be used in the testing phase of the system for 
determining and other possible optimizations which could be done 
for increase the performances of the database. In this stage, we do 
the test using SQL commands and the stored procedures existent 
in the SQL Server. 
The test have been realized on tables with a structure similar with 
the tables which will be used for storing the information about the 
vital parameters of patients. We decided to use a general structure 
which to contain the time when the measurement was done and 3 
real values, corresponding to 3 monitored parameters. The 
structure of the tables is similar to the one from the previous tests, 
presented in chapter 2. 
The field data_ora have been used for create the indexes since the 
most parte of the queries are based on this field. Usually there are 
done selection of the records from a specific interval of time, 
sorted by time. The clustered indexes have been used. 
The records from the tables have been inserted using a software 
application developed for this purpose. The values corresponding 
to the fields data_ora, value1, value2, value3 have been generated 
randomly. Since the field data_ora have been used for creating 
the table index, different type of constraints have been set during 
the insert of the records into the database. In this way could be 
done same test for different type of possible situations. There 
have been used the following types of constraints: 

• Constraint 1 (c1): the values of the field data_ora 
should appear in ascending order at insert; the 
difference between them will be 1 second. This is the 
ideal situation when the measurements of the 
parameters are inserted into the database in the same 
order as they have been done. 

• Constraint 2 (c2): the values of the field data_ora 
should appear approximately in ascending order; 
approximately means that the difference of time 
between 2 records are very tight; the 2 consecutive 
records could be in ascending order or not. This type of 
constraint corresponds to the real situation of inserting 
the measurement into the database. It is a period of 
time, since the measurement was done, till the 
information is inserted into the database. This period of 
time could be different for every measurement. It could 
be influenced by: transmission distance, transmission 
path, traffic locks, the network speed, etc. For this 
reason the information will not be inserted into the 
database in the same order he was collected. 

• Constraint 3 (c3): the values of the field data_ora are 
randomly generated; it doesn’t correspond to a real 

situation of using such systems but allows us to make 
better test on the index objects. The index have been 
creating before insert the information into the database. 
Using a clustered index for this case increase the time 
required to insert the information into the database. 

For executing the SQL queries from the tests, the Microsoft SQL 
Server Management Studio Express application has been used. 
Considering the aspects presented above the following tests have 
been done: 

Test1: verify and compare the performances for tables which 
include indexes and the ones which don’t include indexes. The 
indexes have been created after the table creation, before inserting 
data in the tables. In every table have been inserted 5 million 
records. 
To verify the performances multiple queries have been executed 
on every table and the times needed for execution of the queries 
have been measured. For the queries which have to select a group 
of record was not considered and the time required to display the 
records on the screen, only the search and processing time. 
In the table 1 are presented the results obtained on this test. 

Table 1. Performance improvements by using indexes 

Operations/ 
constraints 

no 
index 

c1 

index 
c1 

no 
index 

c2 

index 
c2 

select count(*) from 
<table_name> 

9 sec 9 sec 8 sec  12 sec 

select min(data_ora) from 
<table_name> 

5 sec  0 sec 6 sec 0 sec 

select max(data_ora) 
from <table_name> 

2 sec  0 sec 6 sec  0 sec 

select * from 
<table_name>order by 
data_ora 

12 sec 0 sec  13 sec 0 sec  

select * from 
<table_name>where 
data_ora >= '04/01/2008 
10:00:00' and data_ora <= 
'04/07/2008 10:00:00' 
order by data_ora 

6 sec 6 sec 12 sec 6 sec  

select * from 
<table_name>where 
data_ora >= '04/01/2008 
10:00:00' and data_ora <= 
'04/07/2008 10:00:00' 
order by data_ora DESC 

9 sec 0 sec  7 sec 1 sec  

select sum(value1) from 
<table_name> where 
data_ora >= '04/01/2008 
10:00:00' and data_ora <= 
'04/07/2008 10:00:00' 

3 sec 1 sec  6 sec 1 sec  

select * from 
<table_name> where 
data_ora >= '04/01/2008 
10:00:00' and data_ora <= 
'04/07/2008 10:00:00' 
order by value1 

8 sec 2 sec 13 sec 3 sec 

<table_name> from the queries definition have been replaced, 
during the testing phase, with the corresponding table name. 



Analizing the information from the table, could be easily 
observed that the execution times have become smaller in case of 
using clustered indexes. Even the difference is about some 
seconds it have major importance into the system. Since in the 
tables will be more and more information stored the advantage of 
using indexes will be easy to observe. 

Test2: verify and compare the performances for tables which 
respect the 3 types of constraints, presented before. Each table has 
associated a clustered index on column data_ora. The indexes 
have been created after the table has been created, before insert 
any records in tables. It is important to specify the moment when 
the index was created for being able to estimate correctly the 
fragmentation status and statistic situation. In each table have 
been inserted 20 million records, corresponding to the constraints. 
We will have 3 tables for test; at every table a single constraint 
have been applied. 

Table 2. Performance results before defragmentation  

Operations/ constraints c1 c2 c3 

select count(*) from 
<table_name> 

40 sec 46 sec 11 min 
27 sec 

select min(data_ora) from 
<table_name> 

0 sec  0 sec  0 sec  

select max(data_ora) from 
<table_name> 

0 sec  0 sec  0 sec  

select * from 
<table_name>order by 
data_ora 

17 min 
07 sec 

16 min 
57 sec  

34 min 
39 sec 

select * from 
<table_name>where 
data_ora >= '06/01/2008 
10:00:00' and data_ora <= 
'06/07/2008 10:00:00' 
order by data_ora 

30 sec 
 
518401 
records  

25 sec 
 
519135 
records  

10 min 
59 sec 
 
176195 
records 

select * from 
<table_name>where 
data_ora >= '06/01/2008 
10:00:00' and data_ora <= 
'06/07/2008 10:00:00' 
order by data_ora DESC 

15 sec 
 
518401 
records 
 

15 sec 
 
519135 
records  

10 min 
27 sec 
 
176195 
records 

select sum(value1) from 
<table_name>where 
data_ora >= '06/01/2008 
10:00:00' and data_ora <= 
'06/07/2008 10:00:00' 

0 sec 0 sec 10min 
42 sec 

select * from 
<table_name>where 
data_ora >= '04/01/2008 
10:00:00' and data_ora <= 
'04/07/2008 10:00:00' 
order by value1 

19 sec 
 
518401 
records 

18 sec  
 
519135 
records 

10 min 
18 sec 
 
176195 
records 

Benchmark1 7 min 
53sec  

8min 
37sec  

28min 
25sec  

Reindex clustered (delete 
& create) 

3 min 3 min 3 min 

DBCC INDEXDEFRAG 56sec 7min 
8sec 

50min 
47sec 

Like the previous test, the verification of the performances have 
been done by executing a set of queries on every table and record 
the execution time of them. 
For the queries which have to select a group of record was 
considered and the time required to display the records on the 
screen. 
In the table 2 are presented the results obtained on this test. 
Benchmark1 represents the name of a stored procedure, developed 
especially for testing. Inside this procedure a cursor object is 
created. The cursor object go through all the records from the 
table. For every table have been obtained a time for executing the 
stored procedure.  
It could be observed that for the 3th constraint (the 3th table) the 
times needed for executing the queries are very big compared tot 
the others constraints. In this case the variation of the values from 
the filed data_ora was bigger than the other tables. For 
determining the impact have on the index the insert off all data a 
verification of the fragmentation level have been done. 
For displaying the sistuation of every index the following 
command was used: 
SELECT * FROM sys.dm_db_index_physical_stats 
(DB_ID(‘<db_name>’), OBJECT_ID(‘<table_name>’), NULL, 
NULL, ‘DETAILED’) 
We have obtained the following result about indexes status: 

• Table 1 (constraint 1) 
o avg_fragmentation_in_percent = 0.47  

(very low fragmentation level) 
o avg_page_space_used_in_percent = 99.63 

(the free space from pages is small) 

• Table 2 (constraint 2) 
o avg_fragmentation_in_percent = 44.01 

(medium fragmentation level) 
o avg_page_space_used_in_percent = 73.58  

(aproximatively a quarter of the page’s size is 
free) 

• Table 3 (constraint 3) 
o avg_fragmentation_in_percent = 98.86  

(very big fragmentation level) 
o avg_page_space_used_in_percent = 73.60 

(aproximatively  a quarter of the page’s size is 
free) 

For the table 2 and 3 could be observed from the result presented 
above that the level of fragmentation is high. So, a 
defragmentation of the indexes is necessary to be done. 
For each table the DBCC INDEXDEFRAG command have been 
executed. The times required to accomplish this task are presented 
into the table 2. The time for accomplish the index 
defragmentation is direct proportional with the level of 
fragmentation. After executing the defragmentation the new status 
of the index was displayed: 



• Table 1 (constraint 1) 
o avg_fragmentation_in_percent = 0.47  

(very low fragmentation level) 
o avg_page_space_used_in_percent = 99.63 

(the free space from pages is small) 

• Table 2 (constraint 2) 
o avg_fragmentation_in_percent = 0.73  

(very low fragmentation level) 
o avg_page_space_used_in_percent = 98.77  

(the free space from pages is small) 

• Table 3 (constraint 3) 
o avg_fragmentation_in_percent = 0.39  

(very low fragmentation level) 
o avg_page_space_used_in_percent = 98.95 

(the free space from pages is small) 
It is obviously that after the defragmentation procedure, the 
fragmentation has decrease almost to 0. The previous tests have 
been executed again for being able to see the results of 
defragmentation. The results are presented in the table 3. 

Table 3. Performance results after defragmentation  

Operations/ constraints c1 c2 c3 

select count(*) from 
<table_name> 

29 sec 52 sec 32 sec 

select min(data_ora) from 
<table_name> 

0 sec 0 sec 0 sec 

select max(data_ora) from 
<table_name> 

0 sec 0 sec 0 sec 

select * from 
<table_name>order by 
data_ora 

16 min 
24 sec 

17min 
4sec 

16min 
35sc 

select * from 
<table_name>where 
data_ora >= '06/01/2008 
10:00:00' and data_ora <= 
'06/07/2008 10:00:00' 
order by data_ora 

16 sec 
518401 
records  

17 sec 
519135 
records  

13 sec 
176195 
records 

select * from 
<table_name>where 
data_ora >= '06/01/2008 
10:00:00' and data_ora <= 
'06/07/2008 10:00:00' 
order by data_ora DESC 

16 sec 
518401 
records 
 

16 sec 
519135 
records  

7 sec 
176195 
records 

select sum(value1) from 
<table_name>where 
data_ora >= '06/01/2008 
10:00:00' and data_ora <= 
'06/07/2008 10:00:00' 

1 sec 1 sec 0 sec 

select * from 
<table_name>where 
data_ora >= '04/01/2008 
10:00:00' and data_ora <= 
'04/07/2008 10:00:00' 
order by value1 

18 sec 
518401 
records 

19 sec  
519135 
records 

4 sec 
176195 
records 

Benchmark1 7 min 
53 sec  

8 min  
37 sec  

28 min 
25 sec  

Benchmark2 7 min  
39 sec 

8 min 7 min 
39 sec 

It is obviously o major decrease of the execution time of the 
queries for the tables 2 and 3. So, the defragmentation of the 
index leads to a major increase of the performances. 
Benchamark2 is a storage procedure developed for testing similar 
to Benchmark1. The difference than the previous one is that the 
cursor go through only a set of records for a period of time. The 
period of time is transmitted to the procedure as 2 parameters: 
@dataeStart and @dateStop. 

8. MANAGE CONCURENCY 
The SQL Server allows the access of many clients to use the same 
database in the same time, concurentialy. It has to manage the 
access to the shared resources, ensuring in the same time the data 
integrity (by example, such situation appears when many users try 
to modify the same data). 
SQL Server have 2 methods to control the concurrency: 
pessimistic and optimistic. The pessimistic concurrency use 
shared or exclusive locks. If it is an exclusive lock only one user 
have access to the data in a moment of time. The locks could be 
also applied with different levels of granularity: over a entire 
table, only for some pages from the table or only for some 
records. This level could be established only by the database 
administrator. Using a mare fine granularity level doesn’t suppose 
that the performances will grow, because it requires more 
resources. The optimistic concurrency is based on creating of new 
versions for the records. All new versions are stored and updated 
and the old versions are moved outside the database, into a 
database called Tempdb. When a record is being updated, the 
other request for the same record are not locked; they are 
executed on the old versions of the record. If the new request is an 
update, it will result 2 different versions of the same record. Both 
will be stored into the database, being identified by the ID of the 
transactions. 

9. TABLE PARTITIONING 
When the tables and indexes grow have large dimensions, the 
partitioning could help, for improve the performances, by divide 
the all data into little groups, which could be easier to process [3]. 
The partitioning of a table means the split of a table in other 
subtables which could be stored in different databases or different 
servers. Usually the partitioning is done at table level. A database 
is considered partitioned when associated groups of tables are 
distributed. There are 2 possibilities to do partitions of a table: 
horizontal and vertical. 
In vertical partitioning the columns are taken from the parent 
table and moved in other child tables, by a denormalization 
process. It is used usually for reduce the “width” of a table, by 
moving some colons in other tables. An example when the 
partitioning is useful is when we have columns of TEXT or 
IMAGE type and which are seldom used. For this reason it could 
be done a split of the table by keeping the frequent used columns 
in the table and move the column seldom used in another table. 
Generally, the vertical partitioning improves the access to data. 



A horizontal partitioning improves the IO performances. It 
suppose to move group of records in other tables or databases, 
using a criterion, which could include a pimary key, a datetime 
column or indicator for a location. 
Our database doesn’t contain tables with records big in size. A 
vertical partitioning is not necessary for any table. But for the 
with a huge number of records a horizontal partitioning is 
preferable to be done. On this tables will be done a horizontal 
partitioned by range of Datetime values. 
SQL Server 2005 permits to create partitions based on range; 
which is very useful for our system. The management of 
partitions could be easily done using this application 
[3].Unfortunately the Express version of the SQL Server doesn’t 
support this feature.  

 
Figure 2. Range partitions [3] 

The diagramm of a range partition is presented in figure 2. 
A partitioning design developed correctly could help at improving 
the performances.  

10. SQL TUNING 
Not only the structure and the settings of a database are important 
in improving the performances. The way how the queries are 
created could also represent a source of optimizations. Every 
DBMS have a optimized tool which processes the queries. 
Depending on the tool rules of parsing the SQL query (command) 
it is possible to have some queries which are executed quicker and 
others which are executed slower, but they do the same thing. The 
optimization of the SQL queries could be done in any DBMS [4].  
The programmers could do the job more simple for the optimizer 
tool and write the query for better performance acquire. 
The queries which permits many possibilities of optimization are 
the conditioned search of the records (SELECT queries which 

include and the WHERE key) [4]. The slowest queries 
(instructions) are that ones which make association between tables 
or contain sub-queries. The most performant queries are that ones 
which have to return not many records and have simple search 
conditions [4].  
There are some rules which must be considered for optimize the 
queries, and these rules depend on the type of queries. 

11. DEFRAGMENTATION OF THE DISK  
The disk fragmentation could lead to poor performances on some 
computing machines (the reading/writing operation could take 
longer times than usually). For verify if the disk is fragmented it 
could be used the application which comes with the Windows 
operating system, Disk Defragmenter, or other application 
dedicated for this purpose. 
It is recommended to analyze and defragmentate the partition of 
the disk on which the database files resides. Since the database 
size is always growing it is also recomented to do the 
defragmentation of the disk at a specific period of time. 

12. CONCLUSIONS 
Any of the presented methods of increasing the performances of a 
database should be considered into the development of a system 
which should run continuously and the quick response of the 
database is required. In case of a system for monitoring the 
patients some seconds could make the difference between life and 
death. 
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